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root@lade2852dd8d: /mnt/cgshare# nvidia-smi
Sun May 19 09:45:41 2024

| NVIDIA-SMI 440.64.00 Driver Version: 440.64.00 CUDA Version: 10.

R T T +
Name Persistence-M| Bus-Id Disp.A | Volatile Uncorr. ECC |
Temp Perf Pwr:Usage/Cap]| Memory-Usage | GPU-Util Compute M.
Tesla V100-PCIE... Off | 00000000:00:03.0 Off | e |

PO 34w / 250W | OMiB / 32516MiB | % Default |
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OB MBS E numVectors FIGNRBEHRFHLFESE numThreadsPerBlock
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int numBlocks = (nRow + numThreadsPerBlock - 1) / numThreadsPerBlock;
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#include <iostream>
#include <cmath>

#include <algorithm>
#include <cuda_runtime.h>
#include <ctime>

#define If float

__global__ void MatVecMulGlobalMemory(const If *A, const If *B, If *C, size_t nRow, size_t nCol)

{

size_t i = blockDim.x * blockldx.x + threadldx.x;
if i < nRow)
{

If res = 0;

for (size_t j = 0; j < nCol; ++)

res += Ali * nCol + j] * B[j];

Cli] = res;

}
}

__global__ void MatVecMulGlobalMemoryAlign(const If *At, const If *B, If *C, size_t nRow, size_t nCol)

{

size_t i = blockDim.x * blockldx.x + threadldx.x;




if i < nRow)
{
If res = 0;
for (size_t j = 0; j < nCol; ++j)
res += At[j * nRow + i] * Bj];
Cli] = res;
}

// Constant memory for storing the vector
__constant__ If d_Bc[1024]; // [ i47 A4k 77 1024

// Kernel using constant memory
__global__ void MatVecMulConstantMemory(const If *At, If *C, size_t nRow, size_t nCol)

size_t i = blockDim.x * blockldx.x + threadldx.x;
if i < nRow)
{

If res = 0;

for (size_t j = 0; j < nCol; ++j)

res += At[j * nRow + i] * d_Bc[j];

C[i] = res;

}

// Kernel using shared memory
__global__ void MatVecMulSharedMemory(const If *At, const If *B, If *C, size_t nRow, size_t nCol)

extern __shared__ If Bs[];
size_t i = blockDim.x * blockldx.x + threadldx.x;

If res = 0;

for (size_t jBeg = 0, jEnd = blockDim.x < nCol ? blockDim.x : nCol;
jBeg < nCol;
jBeg += blockDim.x, jJEnd += blockDim.x)

{

__syncthreads(); // f7 if: 5 I HEFE 715 Bs
if (Beg + threadldx.x < nCol)
Bs[threadldx.x] = B[jBeg + threadldx.x];
__syncthreads|();
if (i < nNRow)
for (size_t j = jBeg; j < JEnd; ++)
res += At[j * nRow + i] * Bs]j - jBeg];




}
if (i < nNRow)
Cli] = res;

/1 $5 iR 2 A
void checkCudaError(cudaError_t err)

if (err = cudaSuccess)

{

std::cerr << "CUDA Error: " << cudaGetErrorString(err) << std::endl;
exit(EXIT_FAILURE);
}
}

11 B L4

void initializeData(If *A, If *B, size_t nRow, size_t nCol)

srand(time(NULL));
for (size_t i = 0; i < nRow; ++i)
{
for (size_t j = 0; j < nCol; ++j)
{

Ali * nCol + j] = static_cast<float>(rand()) / static_cast<float>(RAND_MAX);

}
}
for (size_t j = 0; j < nCol; ++j)

{
B[j] = static_cast<float>(rand()) / static_cast<float>(RAND_MAX);

Il /55 &

void transposeMatrix(const If *A, If *At, size_t nRow, size_t nCol)

for (size_t i = 0; i < nRow; ++i)
{
for (size_t j = 0; j < nCol; ++j)
{
At[j * nRow + i] = Afi * nCol + j];
}




int main()

const size_t nRow = 1024;
const size_t nCol = 32;
const size_t numThreadsPerBlock = 256;

If *A = new If[nRow * nCol;
If *B = new If[nCol];

If *C = new If[nRow];

If *At = new If[nRow * nCol];

11 FIIAE 1
initializeData(A, B, nRow, nCol);
transposeMatrix(A, At, nRow, nCol);

If *d_A, *d_B, *d_C, *d_At;

*)&d_A, nRow * nCol * sizeof(If)));
&d_At, nRow * nCol * sizeof(If)));
&d_B, nCol * sizeof(If)));

&d_C, nRow * sizeof{(lf)));

* %

*k

* %

—_— — — ~—

checkCudaError(cudaMemcpy(d_A, A, nRow * nCol * sizeof(lf), cudaMemcpyHostToDevice));
checkCudaError(cudaMemcpy(d_At, At, nRow * nCol * sizeof(If), cudaMemcpyHostToDevice));
checkCudaError(cudaMemcpy(d_B, B, nCol * sizeof(lf), cudaMemcpyHostToDevice));

/] £)## CUDA ZE1EH Fifhf

cudaEvent_t start, stop;
checkCudaError(cudaEventCreate(&start));
checkCudaError(cudaEventCreate(&stop));

I T B ET 2 Jd P 7RI B AT T 1]

checkCudaError(cudaEventRecord(start));

int numBlocks = (nRow + numThreadsPerBlock - 1) / numThreadsPerBlock;
MatVecMulGlobalMemory<<<numBlocks, numThreadsPerBlock>>>(d_A, d_B, d_C, nRow, nCol);
checkCudaError(cudaEventRecord(stop));

checkCudaError(cudaEventSynchronize(stop));

float milliseconds = 0;

checkCudaError(cudaEventElapsedTime(&milliseconds, start, stop));

std::cout << "Global Memory Kernel Time: " << milliseconds << " ms" << std::endl;
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checkCudaError(cudaEventRecord(start));

MatVecMulGlobalMemoryAlign<<<numBlocks, numThreadsPerBlock>>>(d_At, d_B, d_C, nRow, n
Col);

checkCudaError(cudaEventRecord(stop));

checkCudaError(cudaEventSynchronize(stop));

checkCudaError(cudaEventElapsedTime(&milliseconds, start, stop));

std::cout << "Global Memory with Coalesced Access Kernel Time: " << milliseconds << " ms" << st
d::endl;

/1 ¥ 1% B &2 % & 7
checkCudaError(cudaMemcpyToSymbol(d_Bc, B, nCol * sizeof(If)));

I1 SRR R B B 7 ]
checkCudaError(cudaEventRecord(start));

MatVecMulConstantMemory<<<numBlocks, numThreadsPerBlock>>>(d_At, d_C, nRow, nCol);
checkCudaError(cudaEventRecord(stop));

checkCudaError(cudaEventSynchronize(stop));
checkCudaError(cudaEventElapsedTime(&milliseconds, start, stop));
std::cout << "Constant Memory Kernel Time: " << milliseconds << " ms" << std::endl;

11 BB AE T Z P 7RI B A A T ]

size_t sharedMemSize = numThreadsPerBlock * sizeof([f);

checkCudaError(cudaEventRecord(start));

MatVecMulSharedMemory<<<numBlocks, numThreadsPerBlock, sharedMemSize>>>(d_At, d_B, d
_C, nRow, nCol);

checkCudaError(cudaEventRecord(stop));

checkCudaError(cudaEventSynchronize(stop));
checkCudaError(cudaEventElapsedTime(&milliseconds, start, stop));
std::cout << "Shared Memory Kernel Time: " << milliseconds << " ms" << std::end|;

I PR
delete[] A;
delete[] B;
delete[] C;
delete[] At;
cudaFree(d_A);
cudaFree(d_At);
cudaFree(d_B);
cudaFree(d_C);




checkCudaError(cudaEventDestroy(start));
checkCudaError(cudaEventDestroy(stop));

return O;
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rnut@ladeEBEEﬂdBﬂ:Imntfcgshare# nvcc -0 expl ./expl.cu
root@lade2852dd8d: /mnt/cgshare# ./expl 5

Global Memory Kernel Time: 0.045632 ms

Global Memory with Coalesced Access Kernel Time: 0.011712 ms
Constant Memory Kernel Time: 0.009856 ms

Shared Memory Kernel Time: 0.011072 ms

root@lade2852dd8d: /mnt/cgshare# |
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Global Memory Kernel Time: 0.045632 ms

Global Memory with Coalesced Access Kernel Time: 0.011712 ms
Constant Memory Kernel Time: 0.009856 ms

Shared Memory Kernel Time: 0.011072 ms
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